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In Contemporary Debates in the Ethics of Artificial Intelligence, editors Nyholm, Kasirzadeh, and 

Zerilli have collected 29 contributions from scholars working at the forefront of the ethics of AI. 

The book is well-positioned as both a classroom text and scholarly reference, though the coverage 

is uneven across its eight sections, which cover everything from conceptual and definitional issues 

to the future of work to democracy and AI governance. In the strongest parts, we see authors in 

direct dialogue (and disagreement) with one another. In other parts, the chapters are 

complementary or orthogonal, and in some areas (e.g., on environmental impacts or global justice) 

there is only a single chapter. 

 The book’s tone is established with the opening debate between Nyholm and Luciano Floridi 

on whether to define AI in terms of agents, which review and extend canonical arguments on a 

major contemporary issue. Nyholm argues that our definitions of AI should allow “for the 

possibility of AI technologies that aren’t agents” or have any “significant form of intelligence” (5), 

at least in part because of conceptual debates around the meanings of agency and intelligence. 

Floridi responds with arguments for defining AI as a distinctive sort of agent that has 

“programmable goals, data-driven adaptability, and distributed functionality” but which “lacks 

consciousness, intentionality, and intelligence” (30). 

 The book then transitions from definitional issues to methodological ones, specifically, what AI 

ethics take from the more well-developed field of bioethics. Here, both authors are somewhat 

skeptical, though to varying degrees. Paula Boddington argues that, while many ethical issues arise 

in other fields, the huge scale, lack of professional and legal practices, and effects on our own 

agency can make them much more difficult (46). Thomas Grote goes further than this, arguing that 

the Principlist approach favored by many bioethicists is largely useless in AI ethics, since it deals 

with fundamentally “different types of problems” (51). While Grote’s skepticism is plausible, it 

would have benefitted from deeper engagement with work on AI principles (such as that by 

Floridi). 

 The question of “What does it mean for an algorithm to be fair?” arises naturally from these 

discussions. Here, the book’s authors contend—rightly, in my view—that this has too often been 

seen as a merely technical problem, as opposed to one that requires deeper reflection and judgment. 
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Margaret Mitchell argues that there is no “Platonic” definition of fairness, and that fairness “can 

only be manifested within contexts, achieved with respect to something, and perceived through the 

lens of situational outcomes” (74). Next, Arvind Narayanan argues that isolated debates about 

algorithmic fairness are often “category errors”, and that we should instead focus on the larger 

decision-making systems—the algorithmic bureaucracies—that mediate the influence of these 

algorithms on our lives (84). 

 Next, the book tackles “explicability,” or having models whose output can be “explained” to 

those affected by their decision. Both Emily Sullivan and David Danks offer arguments for 

doubting that “explainable AI” as it is currently practiced can achieve such goals. Here, I found 

Sullivan’s articulation of the tyranny of rationalization—a second-order problem that might arise as 

bureaucracies lean on “explainer AIs” to explain their preferred outcomes—to be especially 

interesting (107). However, the section would have been strengthened by the inclusion of an 

advocate for explainable AI. 

 By contrast, the section on privacy rights is among the book’s strongest. After Leonhard 

Menges’ “Nine Questions about Privacy”, Anuj Puri and John Zerilli debate the coherence of a 

right to “group privacy” over and above the privacy rights of its members. Puri argues that such 

rights are necessary, concluding that “Either we all live in a private world, or no one does” (149). 

Zerilli is more skeptical about the possibility of “unincorporated groups” (which lack awareness of 

themselves as a group) being moral patients. This pair of arguments identifies a genuine tension on 

how we ought to understand privacy in the era of Big Data and is a promising ground for future 

work. 

 From privacy, the book transitions to a wide-ranging section on human creativity, authorship, 

and responsibility. This brings together work Fabio Tollon and Shannon Vallor on the 

"responsibility gap”, Mark Coeckelbergh and David Gunkel’s criticism of the Platonic distinctions 

between LLM and human use of language, and Caterina Moruzzi on AI’s impacts on human 

creativity and agency. Finally, Daniel Susskind and Kate Vredenburgh consider how to respond to 

the potential for AI to exacerbate economic inequality and deny people chances for meaningful 

work. While I found these chapters to be fascinating, the section is less pedagogically “cohesive” 

than others. 

 From here, we move to two of the most contentious issues in contemporary scholarship: the 

problem of “value alignment” and the heated debates between the “AI ethics” and “AI safety” 
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communities. Atoosa Kasirzadeh offers a useful taxonomy of both types of AI value alignment 

(generic, formal, and empirical), and the success criteria used to judge such alignment 

(perfectionist versus satisficing). Roman Yampolskiy then offers a sequence of thought 

experiments suggesting that aligning super-intelligent AI may be all but impossible. The section 

closes with papers by the AI-safety scholar Olle Häggström and the AI ethicist Vincent Müller that 

offer sometimes divergent ideas on how to understand and approach the disagreements between the 

AI safety/existential risk/longtermist camp and the AI ethics/near-term camp. Both agree that there 

must be some sort of balance, but how to reach it remains a challenging problem. 

 These sometimes-indirect debates are followed by a more straightforward argument over the 

potential moral status of advanced AI. Parisa Moosavi opens the debate by adapting Bostrom’s 

“paperclip maximizer” to argue that we have little reason to assign non-sentient AIs moral status, 

no matter how advanced their capacities. This is because their ends (e.g., making paperclips) are 

ultimately “just as derivative as the ends that we assign to any other artifact” (330). For such AIs, 

unlike other humans and animals, we cannot rely on extrapolating our “first-person knowledge” to 

ascribe such capacities to beings so divorced from our biological and evolutionary history. John-

Stewart Gordon counters that both Moosavi’s account and widely-held “relational” accounts of 

moral status (which focuses on AIs relationships to humans) risk overlooking entities with genuine 

moral value. I thought that this pair of articles did well in laying out a debate that is often of intense 

interest to students, and would be well-suited for classroom use. 

 Somewhat disappointingly, other issues of interest to undergraduate students—regarding the 

environmental and global justice aspects of AI—receive only a single article each. Cristina Richie 

argues for the prima facie moral desirability of “green data refusal” to use AI that is 

environmentally harmful, while Ranjit Singh offers some methodological reflections of the 

important role that stories can play in helping us understand and respond to AI’s disparate impact 

on the “global majority.” This section, more than almost any other, would have been strengthened 

with the inclusion of additional material. 

 The book concludes by zooming out to look at the large-scale social and political problems 

posed by AI. As the authors recognize, these are thorny, difficult challenges, with no easy 

solutions. Claire Benn argues that, with respect to the very real problems created by deepfakes, 

“something more radical is needed, but it is unclear what this might be” (408). Sean Donahue 

follows this by arguing that attempts to assert “public control” over AI will fall afoul of the 
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representation problem, meaning that any group whose members are adequately trained, regulated, 

and curated to do this work will, necessarily, no longer represent the public (416). 

 In the final pair of articles, Simon Chesterman notes that “those with the greatest leverage to 

regulate AI have the least incentive to do so, while those with the greatest interest have the least 

leverage” (434). He proposes an International Artificial Intelligence Agency, while recognizing the 

practical barriers to this. Gillian Hadfield closes the book by arguing that AI can be governed only 

if it is designed from the ground up to be normatively competent—to have a “generalizable capacity 

to read normative information from appropriate sources at the time they act” (440). 

 Taken as a whole, Contemporary Debates in the Ethics of AI is a valuable contribution to the 

field, offering an up-to-date and accessible survey of contemporary scholarship that should inspire 

classroom debate and future research. The weaker sections, such as those on the environment or 

global impact, will likely need to be supplemented with other work, and other areas (such as 

autonomous weapons) are conspicuously absent. These caveats aside, this book should prove to be 

an excellent resource for both students and established scholars. 
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