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With the explosion of Al technologies, the need for ethical analysis and guidance has become
widely acknowledged. This book provides what Nyholm admits is an “opinionated introduction”
reflecting not only where claims and arguments receive pushback, but also which topics are
included or omitted. Nyholm’s own views are usually woven into the book’s flow rather than
overtly asserted. Numerous real and hypothetical examples illustrate concepts, problems,
applications, and contrasting viewpoints, and relevant connections are made to other areas of
philosophy, including philosophy of mind, metaphysics (philosophy of persons), and philosophy of
language. The text is written in an accessible style that does not sacrifice rigor.

Nyholm explores different definitions of “artificial intelligence,” showing how these create
different foci for attention within computing and information technologies. He settles on a broad
definition as the best route to invite questions about both current and potential Al technologies. A
broad definition also facilitates exploring not only ethical permissions and prohibitions but also
questions about competing views on the meaning and quality of human life.

Two important problems are the control problem (the more powerful Al systems become, the
harder it is to control them) and the value alignment problem (when we want ethics-aligning results
from Al, we need some resolution of the control problem). Surrendering control over Al creates
risks that unintended harms may overshadow intended benefits. But a primary draw of Al is its
ability to process vast or complex datasets. Keeping tight control over Al operations may thwart
this ability. Resolving the value alignment problem requires agreement on the values that are to be
aligned. But people notoriously differ in the theoretical and personal frameworks that drive their
moral values. They also disagree in estimating the probable consequences of developing Al
technologies. Moreover, if Al systems develop their own values, these may not align with the
values of their human designers.

One response to the control and value-alignment problems, especially in relation to artificial
general intelligence (AGI) (matching a broad range of human capabilities) and superintelligence
(significantly exceeding such capabilities), is a retreat to skepticism. This skepticism holds that
since current and near-term Al systems suffer from substantive limitations; it is more pressing to

apply the control and value-alignment problems where these limitations create concern. Worries
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about potential future Al capabilities may never materialize. But Nyholm suggests that we can and
should think about both current and future Al. Ethics frequently analyzes currently operating
ethical principles by applying them to hypothetical scenarios that do not or, even could not
materialize, and judgments about what counts as a realistic possibility have often proved to be
mistaken.

The question of whether Al systems could be intelligent agents is explored through different
definitions of intelligence and of agency. Nyholm then takes up the question of where and how
responsibility should be assigned for the operations of Al systems. He focuses on responsibility in
the sense of who deserves praise or blame, and of where expectations should be focused for
bringing about good outcomes or preventing bad outcomes. Responsibility gaps exist when we do
not know how to connect good or bad outcomes to loci for praise or blame. Nyholm discusses
various asymmetries in the ways people assign praise and blame and explains how these
asymmetries can be amplified when human agents are replaced by Als, often creating difficulties in
determining where responsibility should be fixed. Cases where humans would be considered
responsible become cases where it is unclear who, if anyone, should be blamed or praised when Al
is involved. Whereas responsibility is often designated to specific people in social or familial
relationships, or is established by agreements, or is attached to certain specified roles, it is unclear
that responsibility is preserved when Al replaces humans. The conceptual difficulties that give rise
to responsibility gaps serve as a leitmotif for later topics in the book, including Al agency,
authorship, and moral status. They also inform Nyholm’s discussion of the ways generative Al
(GAI) may blur the boundaries between humans and Al in connecting creators to outputs. He
invokes philosophical treatments of meaning to explore whether Al systems such as LLMs are
capable of what should be considered genuine understanding, which seems to be a prerequisite for
Als to be considered responsible for their outputs. If so, this raises doubts about human authorship
when Al is part of the creative process. Does creative credit belong to the Al to the human, or to
both, and in what sense?

This leads to the questions of Al consciousness and moral status. Important definitional and
conceptual questions about consciousness, sentience, and moral status are linked to the question of
whether or how we could meaningfully distinguish imitated from real consciousness. Nyholm
builds on this discussion to probe the ethics of digital duplicates, where Al technologies are used to

reproduce signature traits of particular people (living or deceased). The core ethical questions here
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concern the consent of the duplicated person, the presence of positive value in the duplication,
transparency that one is dealing with a duplicate, and the mitigation of harms/risks.

The search for general principles to govern Al technologies, especially regarding how humans
interact with them, faces many difficulties. Nyholm asks whether Al-governing principles might
differ from those governing human-human interactions. If Als cannot be moral agents, then
perhaps it makes no sense to hold them to moral standards at all. Nyholm highlights the common
view that higher standards should apply to Al than to humans, especially regarding failure/error
rates, and notes that it is often not transparent why humans decide as they do. It is therefore unclear
why transparency should be greater for Al decisions than for human decisions.

Having identified multiple areas where Al might compete (or cooperate) with humans, Nyholm
tackles the question of whether Al might benefit humanity, especially by making us morally better
or making life more meaningful. A problem here is that the biases, imperfections, and frailties
found in humans might transfer over to or be amplified by Als that are trained on human-derived
data. There is also the possibility that outsourcing judgments to Al may result in deskilling humans
in making judgments, including moral judgments. As for meaningfulness, if humans are displaced
by Al from tasks that we find meaningful, this creates “meaningfulness gaps” that may not easily
be filled by replacement activities. In contrast, if Al takes over tasks that feel meaningless and
humans are freed up to spend time on more meaningful activities, then AI would seem to enhance
meaningfulness.

Meaning is also found in achievement. If Al displaces humans from opportunities to achieve
goals, this creates “achievement gaps.” Nyholm discusses John Danaher’s views on human
flourishing in a future where Al has massively displaced humans from work. Danaher suggests that
games could replace work as avenues for meaning and achievement, which could be preferable to
tying achievements to labor. Nyholm counters this by considering work that involves human
interaction, especially in helping professions such as healthcare and teaching, where
meaningfulness is tied to interpersonal relationships.

Nyholm suggests that tilting more toward opportunities than toward risks in developing Al is a
gamble; an “Al wager.” In the absence of solid knowledge of the odds, is the Al wager ethical?
With many technological innovations, including Al, there are ethical worries about imposing risks
on people involuntarily, and these worries are heavier the greater the potential harms and the

greater the probability that harms will exceed benefits. One possible source of ongoing harm from
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Al is environmental sustainability. But Nyholm identifies other types of sustainability, such as the
sustainability of political or social systems, if they are left vulnerable to influence or manipulation
using Al. The question of long-term Al sustainability invites the broader ethical problem of
factoring in future moral patients and questions regarding how current policies might affect them.
Although each chapter could stand on its own, Nyholm does a nice job of creating flow in the
book. Ideas that end one chapter serve as entry points for the next. The book could easily be used
as the core of a course on Al ethics, but it isn’t structured as a “pick-up-and-go” resource for such a
course. All or parts of it could also easily be worked into courses that address Al ethics as a
component. There are many places where connections to additional concepts and topics would feel
natural and appropriate. For example, the book’s discussions of responsibility could be
supplemented with material on free will (since, on some views, free will is necessary for

responsibility). Overall, the book succeeds as an introduction to the ethics of Al
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